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Abstract 
I	 present	 an	 image	 transmission	method	with	 significant	 benefits	 over	 tradi8onal	 raster-scan	
implementa8ons.	 	 Pixels	 within	 an	 image	 are	 selected	 by	 the	 sender	 in	 a	 pseudo-random	
sequence	 that	 is	 easily	matched	by	 the	 receiver	 to	 rebuild	 the	 image.	 	 This	 approach	 can	be	
thought	 of	 as	 a	 holographic	 technique	 in	 which	 any	 arbitrary	 subset	 of	 the	 transmission	
represents	a	lower-resolu8on	version	of	the	en8re	image.	

CDMA-style	pseudo-random	correla8on	bit	paEerns	are	used	to	establish	synchroniza8on	and	
to	allow	iden8fica8on	of	mul8ple	interleaved	image	streams.	

Extensions	 allow	 the	 interleaved	 streams	 to	 include	 8me-shiHed	 image	 thumbnails,	 audio,	
cap8ons	and	other	data.		

Transmission	bandwidth	 can	be	 reduced	by	 simple	 trunca8on	of	 frame	elements	within	 each	
stream.		This	trunca8on	results	in	a	loss	of	resolu8on	but	preserves	the	precision	and	posi8on	of	
each	sample	within	the	video,	audio	or	other	data	stream.	

I	 include	 sugges8ons	 for	 improvements	 to	 one	 and	 two	 dimensional	 signal	 processing	
algorithms.		The	use	of	irregularly	spaced	or	incomplete	input	data	is	not	a	normal	part	of	legacy	
algorithms.	

Recognizing	 the	 importance	 of	 cache	 performance	 to	 the	 effec8veness	 of	 DSP	 and	 GPU	
opera8ons,	I	discuss	mul8-pass	or	selec8ve	data	distribu8on	techniques	that	complement	these	
improved	algorithms.	
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Pixel Ordering 
Tradi8onal	 image	 storage	 and	 transmission	 uses	 a	 simple	 raster	 scan	 to	 sequen8ally	 select	
pixels.	 	 In	 order	 to	 reduce	 image	flicker,	 early	 televisions	 introduced	 the	 concept	 of	 odd	 and	
even	 interlaced	fields	 to	do	 the	 raster	 scan	 twice	per	 frame.	 	 These	 raster-scan	 concepts	 are	
deeply	embedded	in	hardware	and	soHware	image	processing.	

This	paper	revisits	these	legacy	techniques	and	presents	novel	approaches	to	address	many	of	
the	hidden	faults	in	current	implementa8ons.	

There	in	no	longer	a	valid	ra8onale	for	storing	and	transmiQng	pixels	in	the	order	that	they	are	
read	 from	 the	 hardware	 image	 sensor.	 	 This	 concept	was	 hinted	 at	 in	 early	 interlaced	 video	
standards,	but	the	limita8ons	of	systems	with	no	memory	caused	research	in	that	direc8on	to	
reach	a	dead	end.	

More	 recently,	 the	 addi8on	 of	massive	 amounts	 of	memory	 to	 video	 processing	 chains	were	
used	to	eliminate	the	interlacing	in	order	to	implement	progressive-scan	systems.	

In	contrast,	 the	present	approach	not	only	embraces	 the	 ideas	 inherent	 in	 interlaced	systems,	
but	carries	them	to	their	extreme	limit.	

The	informa8on	contained	in	the	pixels	of	an	image	need	not	be	transmiEed	in	any	arbitrarily	
simplis8c	 order.	 	 The	 only	 actual	 requirement	 is	 that	 the	 sender	 and	 received	 agree	 on	 the	
specific	order	to	be	used.			

A	linear-feedback	shiH	register	(LFSR)	is	a	simple	piece	of	logic	hardware	that	can	be	configured	
to	 create	a	pseudo-random	sequence	of	 integers	 that	 cover	 the	 totality	of	 an	arbitrary	 range	
with	 no	 duplica8on.	 	 Using	 this	 concept,	 a	 list	 of	 pixel-addresses	 within	 an	 image	 may	 be	
prepared.	 	 The	 sender	 and	 receiver	 can	 both	 create	 iden8cal	 sequences	 given	 only	 an	 ini8al	
value	and	the	genera8ng	polynomial.	

Conceptually,	using	such	a	sequence	allows	the	pixels	of	an	image	to	“randomly”	appear,	thus	
giving	 the	 illusion	 of	 the	 complete	 image	 emerging	 at	 once	 and	 gaining	 resolu8on	 as	 more	
informa8on	is	added.	 	The	reality	of	the	situa8on	implies	that	stopping	the	addi8on	of	data	at	
any	point	will	not	destroy	the	image	but	rather	create	a	lower-resolu8on	version.	

Faster Information Transfer 
Adjacent pixels in a raster-scan line are highly correlated. 


1000 pixels selected randomly from an image convey more actual information 
than 1000 pixels selected from a single raster line.


The monotonic pixel addresses of a raster line add minimal information whereas 
the PRN address provide an implicit additional dimension to the data.


Glossary	 23---------------------------------
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Stochastic Decimation 
Looking	 at	 this	 concept	 in	 reverse	 leads	 to	 the	 idea	 of	 removing	 a	 random	 subset	 of	 pixels,	
which	 I	 call	 stochas8c	decima8on.	 	The	amount	of	 reduc8on	can	be	carried	 to	almost	absurd	
lengths	while	con8nuing	to	yield	recognizable	(by	humans)	images.	

When	described	in	this	way	all	pixels	are	treated	equally	and	a	truly	random	paEern	is	used	to	
include	or	exclude	specific	pixels	from	the	stream.	

Images	treated	in	this	manner	simply	appear	to	lose	resolu8on	as	their	data	content	is	reduced.		
There	is	no	commensurate	loss	of	texture	or	color	accuracy.			

Center-Weighted Bias 
A	logical	frame	may	begin	at	any	point	within	the	PRN	sequence.		Pixels	are	sequen8ally	chosen	
from	the	sequence,	which	would	eventually	 repeat	aHer	all	pixels	have	been	used.	 	A	proper	
implementa8on	would	 choose	 an	 arbitrary	 star8ng	 point	 for	 the	 next	 logical	 frame,	 ensuring	
that	every	frame	is	different	and	conveys	(even	iden8cal)	data	in	a	unique	order.	

The	pseudo-random	sequence	may	be	subtly	altered	such	that	the	early	pixels	within	the	logical	
frame	tend	to	be	closer	to	the	center	than	later	ones.		This	must	not	be	based	on	hard	distance	
values	but	 rather	by	applying	a	sta8s8cal	bias.	 	This	ensures	 that	any	pixel	might	be	 included	
near	the	beginning	of	the	output,	thus	preven8ng	arbitrary	exclusion	of	parts	of	the	image	from	
the	early	output.	

Biasing	 toward	 the	 center	 is	 based	 on	 the	 assump8on	 that	 most	 images	 are	 aligned	 (and	
cameras	are	posi8oned)	to	provide	more	detail	in	points	of	interest	within	the	frame.	

The	most-important	pixels	near	the	center	are	transmiEed	first,	and	less	important	data	comes	
later.		This	ordering	allows	for	the	concept	of	compression	by	trunca8on.			

More	advanced	applica8ons	that	support	mul8ple	streams	and	alterna8ve	correla8on	paEerns	
for	 iden8fica8on	 and	 synchroniza8on	 are	 described	 below.	 	 This	 allows	 the	 introduc8on	 of	
mul8ple	 zones	 in	addi8on	 to	 the	basic	Near/Far	 concept.	 	 These	 	 addi8onal	 zones	may	have	
their	own	agreed-upon	proper8es.			

Coordina8on	 of	 various	 representa8ons	 between	 sender	 and	 receiver	 may	 be	 accomplished	
either	through	the	choice	of	correla8on	paEerns	or	metadata	in	the	marker	pixels.	

Non-Rectangular Images 
It is possible to choose the properties of the PRN sequence to explicitly exclude certain pixel 
addresses.  For example, this could be used to trim the corners off of an image. Particular 
applications may find this useful to reduce the bandwidth requirements by eliminating 
unnecessary data.
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Compression by Truncation 
When	presented	with	a	sequence	of	pixels	ordered	such	that	the	most	important	or	meaningful	
pixels	 are	 transmiEed	 first,	 we	 can	 reduce	 the	 amount	 of	 data	 required	 to	 transmit	 a	 given	
image	by	simply	cuQng	off	the	later	pixels.	

The	 use	 of	 stochas8c	 selec8on	 processes	 for	 the	 pixels	 themselves	 allows	 even	 a	 highly	
truncated	sequence	to	yield	a	meaningful	representa8on	of	the	complete	image.	

The	 use	 of	 mul8ple	 weigh8ng	 zones	 allows	 further	 resolu8on	 tailoring	 by	 enabling	 varying	
amounts	of	trunca8on	for	each	zone.	

These	compression	decisions	need	not	be	made	at	the	8me	of	image	capture.		Any	stage	of	data	
transmission	or	storage	may	choose	to	reduce	bandwidth	requirements	by	trunca8on	selected	
streams.	 	 This	may	be	done	 in	 a	post-produc8on	 step	where	 frame	 streams	are	 retroac8vely	
truncated,	perhaps	due	to	sta8c	or	less-important	content.			

An	 important	 feature	of	 this	 compression	 concept	 is	 that	a	 single,	 full	 resolu8on	version	of	a	
mul8-media	file	may	be	hosted	by	a	distribu8on	server.		When	individual	client	streams	request	
versions	with	different	resolu8ons	no	re-encoding	is	required.		The	server	simply	sends	por8ons	
of	the	same,	iden8cal	file	and	selec8vely	truncates	or	deletes	frame	segments.		This	reduces	the	
required	bandwidth	for	the	transmission	and	maintains	processing	requirements	appropriate	to	
the	user’s	individual	presenta8on	device.	
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Shutterless Video Transmission 
The	use	of	pseudo-random	pixel	sequencing	allows	the	transmission	of	full-frame	data	without	
reference	 to	an	arbitrary	 frame	boundary.	 	Each	complete-frame	pixel	 sequence	can	con8nue	

regardless	of	the	boundaries	of	
the	 data	 received	 from	 the	
actual	image	sensor.	

The	 pixel	 sequence	 in	 the	
output	can	always	refer	 to	 the	
most	 recent	 value	 received	
from	 the	 camera.	 	 Thus,	 for	
example,	 a	 camera	 may	 be	
configured	 to	 read	 out	 at	 120	
frames	 per	 second,	 while	 the	
output	data	stream	produces	a	
rate	 of	 30	 full-frames	 per	
second.	

Instead	 of	 being	 forced	 into	 a	
series	 of	 frame-snapshots,	 the	
result	 is	 a	 series	 of	 accurate	
“most	 recent”	 pixel	 values	
providing	 coverage	 for	 the	
en8re	image.	

Us ing	 th i s	 t ransmi s s ion	
technique	 as	 the	 na8ve	mode	
with	 modern	 cameras	 will	
effec8vely	 e l iminate	 the	

stroboscopic	effect	(“wagon	wheel”	effect)	created	by	arbitrary	shuEer	and	frame	rates.	

Elimina8ng	common	mul8ples	 from	the	camera-na8ve	 frame	 rate	and	 the	video	 transmission	
rate	will	eliminate	 these	“beat	 frequencies”	and	other	similar	harmonic	ar8facts	 from	mo8on	
video.	

In	 addi8on,	 the	 actual	 rate	 at	 which	 video	 “frames”	 are	 transmiEed	 may	 reside	 along	 an	
arbitrary	 con8nuum.	 	 Highly	 dynamic	 sequences	 may	 be	 encoded	 as	 full	 pixel	 sequences	
represen8ng	en8re	“frames”,	whereas	more	sta8c	images	are	conveyed	at	lower	rates.	

Unlike	MPEG-like	video	compression	using	periodic	key	frames	and	frequent	delta	updates,	all	
pixel	samples	are	taken	stochas8cally.		The	level	of	detail	needed	to	generate	each	output	frame	
may	 be	 selected	 by	 the	 sender,	 thus	 selec8ng	 the	 required	 instantaneous	 bandwidth.	 The	
receiver	 is	 free	 to	make	 intelligent	 decisions	 regarding	 presenta8on	 to	 the	 end	 user.	 	 These	
decisions	 include	 the	 choice	 of	 which	 pixel	 informa8on	 to	 priori8ze	 in	 a	 given	 region.	 The	
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George Stovall Batting - Classic photograph shows  the 
shadow of the batter who has not started to swing, and the ball 
with no shadow. The camera’s focal plane shutter moved from 
the bottom of the image to the top thus freezing the shadow 
earlier than the bat and ball.



output	frame	image	would	be	expected	to	be	a	machine-learning	driven	composi8on	based	on	
older/newer	values	combined	with	nearby/farther	away	pixel	samples.			

Metadata	 associated	 with	 individual	 stream	 segments	 may	 be	 used	 to	 indicate	 the	 desired	
temporal	 loca8on	 of	 the	 par8cular	 segment.	 	 The	 variable	 data	 rate	men8oned	 above	 with	
respect	to	transmission	will	be	preserved	when	stored	as	a	media	file.	 	This	will	allow	 	correct	
recrea8on	the	8ming	of	the	display.			

The	 holographic	 nature	 of	 stochas8c	 data	 segments	 eliminate	 the	 need	 for	 key-frames	 and	
deltas.		Con8nuous	transmission	of	pixels	sequences	join	to	provide	con8nuous	improvement	of	
image	quality	no	maEer	where	in	the	stream	you	begin.	

Multiple Concurrent Streams 
Mul8ple	image	streams	may	share	a	channel.		These	independent	streams	are	differen8ated	by	
their	embedded	bit	correla8on	paEerns.	 	Elements	of	each	stream	may	be	of	arbitrary	 length	
and	be	interspersed	in	any	order	with	other	streams.	

Elements	 of	 a	 par8cular	 stream	may	be	 tagged	using	metadata	 to	 indicate	 a	 frame-	 or	 8me-
sequence	number.	 	This	feature	can	be	used	to	encode	a	par8cular	image	(frame)	win	different	
sizes	and	at	different	sequen8al	loca8ons	within	the	stream.	

Examples	of	the	use	of	this	type	of	redundant,	out-of-order,	frames	include	
• Redundant	historical	frames	in	telemetry	streams	to	correct	communica8on	dropouts	
• Preview	thumbnails	for	scrubbing	pre-recorded	video	8melines	

Data Loss and Information Locality 
Consider the example of interlaced video.  A single image frame is divided into even and odd 
fields, presented alternately to the viewer.  The design is based on the original television 
scanning hardware and makes no use of modern technology.  No buffer memory or storage is 
used in the system.


Signal noise or data dropouts can result in the loss of multiple adjacent images.


In modern systems there is no longer any requirement that the even/odd fields be adjacent to 
each other.  In fact, the fields associated with a single frame could be transmitted seconds 
apart.  All it takes a some frame memory in order to rebuild the original image and display it - 
after the specific delay.  


This delayed-field approach would allow noise and transmission dropouts to degrade the 
resolution of the presentation without destroying it completely.  Notably, this does not reduce 
the transmission bandwidth, does not involve “error correction” coding or require data 
redundancy.


Using delayed fields allows the information of a given frame to be spread of a longer interval, 
thus reducing the susceptibility to short-term loss.
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Stochastic decimation can be used to accomplish a similar goal, but with finer control and 
more graceful degradation.  It is only necessary to recognize that multiple stochastic 
sequences of pixels pertaining to a particular image need not be adjacent when transmitted.


Correlation Patterns 
Pseudo-random correlation bits are spread throughout the pixel stream.


Discovery of the correlation bit sequence within the bit stream allows

• Locating the boundary of a fixed-length per-pixel bit sequence

• Identifying the address location within the pixel-sequence PRN code

• Distinguishing among the concurrent image streams


Image frames or stream frames are concatenated within the transmission stream.


Each frame segment has its own correlation sequence that provides identity and location within 
the frame.


The pseudo-random nature of the correlation sequence means that a number of consecutive 
pixels will be required in order to un-ambiguously confirm that location.


This confirmation process must be applied each time a new frame/stream is encountered, 
since the previous correlation will be lost.


In order to ensure accurate recognition of the frame/stream boundaries a single-pixel marker 
will be applied to the beginning and end of each new frame. This marker will have (at least) a 
correlation bit that is the opposite polarity of the one that would normally occur in the 
correlation sequence.  This will unambiguously flag the boundary of the frame.  


The bits of the marker pixel value field may be used to contain additional metadata (beyond the 
scope of this document), or they may be set to specific values, perhaps to aid in rapid start/
end boundary detection.  Bracketing each frame segment with marker pixels can also allow 
recovery of more data from streams corrupted by possible communication dropouts.  This 
recovery capability also allows streams and media files to be effectively joined in the middle 
without excessive delay or starting from the beginning.


Examples of possible metadata and applications could include

• Frame number or time code

• Image format

• Weighting-zone identification

• Alternative (non-image) data such as audio or captions


LFSR Advantages 
The use of a linear feedback shift register as the generator of the correlation pattern is not only 
simple but has the advantage that it can be run backwards to allow joining any stream segment 
in the middle.  Recovering from data dropouts, joining an in-progress stream or scrubbing 
arbitrarily through a storage fill all require the ability to recognize a correlation pattern and 
achieve synchronization.


Backing up through a stream until a corrupted sequence or marker is reached allows recovery 
of as much data as possible.  The use of the PRN correlation sequence inherently synchronizes 
the pixel sequence and establishes the pixel locations within the image frame.  Continuing 
forward to the ending marker ensures that the metadata is available to ensure the correct 
interpretation of the data points.
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The use of LFSRs and their unique polynomials allows for an extremely large number of 
different correlation patterns.  These should be members of an agreed-upon set to enable 
rapid, unambiguous synchronization by the receiver.
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Data Compression 
Various compression algorithms are used by different image file types.  A common feature of 
current data compression algorithms is a general intolerance of corrupted storage or dropouts 
in data transmission.  Defects tend to result in overwhelmingly noticeable rectangular 
pixelization or outright loos of entire frames.


The Fallacies of DCT 
JPEG-like compression (typically using the discrete cosine transform) uses square blocks of 
pixels aligned in a fixed grid on the image. These blocks of pixels have their information 
content reduced by a selected percentage. Restoration of the image reverses the process to 
create an approximation of the original.


Several features of this design introduce regular artifacts into the resulting image.


First, the choice of a regular grid of pixels assigned to each compression region introduces 
easily-detectable boundaries that are not present in the original image.  Correcting this requires 
the assumption that blurring the artificial edges will be less noticeable - to a human observer - 
than not.


Second, the result is that no output pixel is an accurate sample from the input image, and that 
all output pixels are almost equally bad.


Third, the assumptions inherent in this type of compression expect that

• The image will represent a common natural scene

• The result will be viewed by the human visual system


Any image containing frequent edges, unusual textures, sharp contrasts or “unnatural” colors 
will not be correctly rendered.


Fourth, the desired compression level is arbitrarily chosen a priori to achieve a “just bad 
enough” result.  Once compressed, additional compression cannot be applied without 
decompressing the entire image and then recompressing it to a greater degree.  This multi-

RAW (Uncompressed) .BMP, .RAW All raster-ordered pixels stored with full precision

Multiple Images .TIF Images of different resolutions share one file

Lossless Compression .PNG Compression applied to pixel sequences in a fully reversible 
manner

Lossy Compression .JPEG Algorithmic approximation applied to regions within the image 
in a raster sequence.

Lossy Streaming .MPG Algorithmic approximation applied to spatial and temporal 
regions within a raster image sequence

Stochastic Decimation Full-precision pixels sent in a pseudo-random order. 
Compression reduces resolution by truncation without loss of 
precision.
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pass compression results in much greater data loss than a single compression from the original 
image.


Fifth, no amount of post-processing can recover accurate information about the original.


All of these concerns are addressed using the concepts of stochastic decimation.


Preserving Precision 
Any type of image content can be addressed using the same algorithm.  Textures and colors 
are rendered as accurately as possible in the allowed amount of data.  When presented to  
human eyes the compressed image conveys an accurate impression without the introduction 
of noticeable algorithmic artifacts.  


When used as input to computational data analysis the compressed image provides accurate 
points of reference without loss or distortion.  This makes stochastic decimation suitable for 
use with scientific data collection systems.


Evidentiary Applications 
Unlike any other compression algorithm, stochastic decimation does not distort 
features in space or time.  From a legal standpoint it can be argued that the 
evidence remains unaltered, although its resolution may have been reduced.


Image Recovery and Enhancement 
Modern decompression algorithms often go far beyond simply reversing the original 
compression.


Often the image is re-sized or scaled to match the pixel requirements of a particular 
presentation device.  This may also include correcting sharpness or color depth and inferring 
properties for additional pixels through machine-learning techniques.


I contend that the machine-learning algorithms are kept at a disadvantage by the data loss 
inherent in traditional compression algorithms.


To that end, additional research should be conducted to determine the limits of image quality 
achievable by applying machine learning to the pristine-but-decimated results of the present 
technique.


Additional factors that will influence the entire process involve the initial parameters of the 
image capture.  The concepts of synchronization, exposure time and frame rate are ambiguous 
and incomplete.  Just as in the days of “fast” photography using focal-plane shutters and film 
cameras, it is possible to create spectacularly unexpected results.


Careful understanding of the end-to-end process involving  the timing of pixel exposure, 
readout, selection, transmission, restoration, enhancement and presentation is required.  


Consideration and understanding of critical internal processing steps that provide features 
such as white balance, color gamut and encoding format affect the very definition of the 
concept of a “pixel”.


Knowing the details of this enhanced processing chain will allow improvements in the 
operation of many machine vision applications.  Examples include:
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• The ability more rapidly respond to changes in a visual field

• The ability to precisely characterize variations in light intensity and color

• The ability to select image subsets while maintaining wide-field “peripheral vision”

• A reduction in post-processing latency by reducing the volume of input data.


Audio Recovery 
The pseudo-random subsampling technique may also be applied to non-image data.  A clear 
example involves encoded audio for multimedia streams.  As usual, precise values for 
individual audio samples are preserved at any degree of decimation (compression).


Fourier Transforms 
Signal processing techniques can be applied to decimated audio to recreate an approximation 
of the original waveform.  Key to this is to recognize that Fourier transforms are applicable to 
randomly decimated samples as long as the precision temporal relationship is known.  This is 
exactly what is provided here.  


The Fourier transform applies - the Fast Fourier transform does not.  Fast Fourier Transform 
(FFT) is a computational crutch that requires a number of samples to be a power of two, and 
that the sample set be evenly spaced and free of missing samples.  Modern computers are fast 
enough that this crutch is no longer necessary.  Numerical computation based on unevenly-
spaced and incomplete input data is now feasible.


Convolutional Filters 
The audio recovery example demonstrated the one-dimensional case.  The two-dimensional 
case applies to image data.  Convolutional filters are another example of raster-like concepts 
deeply embedded in modern processing architectures.  


Improved filter kernels would be designed to accurately process regions in which some pixels 
are undefined.  Expanding the input domain to rationally deal with undefined values would 
allow for reduced latency and enable the parallel processing of more regions of an image using 
the resources of a GPU.  


In most cases, adjacent pixels in an image are highly correlated.  This correlation reduces the 
impact of undefined pixels on the resultant output.


Cache Performance 
A naive implementation might try to store pixel values of a large image directly into memory, 
thus resulting in continual cache misses and extremely poor performance.  A more omniscient 
view of the processing chain will recognize the actual access sequence of the processing 
algorithm and make the required data available on a just-in-time basis.


For example, the “raw” stochastic data can be stored as-received in memory, thus using 
sequential, cache-friendly accesses.  

A sequential pass through this data (coupled with the very fast PRN address generation) can 
allow discrimination among pixels belonging to different rows, subsets, regions or decimation 
patterns needed by the next processing step.  This discriminated output will be much smaller 
than the full image and can be chosen to maximize the performance of the available hardware.


Additional passes through the “raw” data may be made to fill parallel-processing pipelines 
using alternate discrimination parameters.   These discrimination passes are expected to 
preform cache-to-cache transfers and be very fast.
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The full ramifications of this are beyond the scope of this paper, and left as an exercise for the 
interested reader.


Machine Learning 
Current machine learning, machine vision and artificial intelligence applications tend to make 
certain simplifying assumptions, even though the algorithms are expected to process ever-
increasing volumes of data.  For example:

• Complete full-frame data

• Ideal square pixels

• Zero defects or dropouts

• Distortion-free flat field

• Accurate color correction


These algorithms can be re-imagined if allowances are made for data from stochastic sources.


Operations may involve much smaller volumes of input data and thus provide much faster 
performance.


Faster inherent performance has the additional advantage the decisions may be made earlier in 
the processing chain.  These early decisions can lead to the wholesale abandonment of full-
frame processing if there is no likelihood of new or changed results.  This has significant 
implications related to power consumption and thermal considerations.


Defects in sensors and data transmission can be tolerated and incorporated to improve the 
robustness of the learning algorithms.  Drawing inferences from imperfect data is (after all) the 
whole purpose of artificial intelligence.


No one should expect perfect, synchronized data from every pixel in a frame at the time the 
shutter snaps.  Instead, every pixel should have an associated age - and include the possibility 
that the data is entirely missing.  This allows recent, stochastically selected pixels to be given 
priority, while still retaining the ability to incorporate older data.  


Allowing neural networks to be trained with this additional temporal information should allow 
specific layers to automatically fill in regions with reasonable expected values and 
automatically deal with missing elements.


Non-Planar Images 
So far, this paper has considered variations of planar images that may be non-rectangular or 
distorted.  Distortions may take the form of non-rectangular pixels, to allow things like wide-
angle or fisheye effects.  Frequently efforts to achieve a flat field may require splicing adjacent 
images in order to compute a desired result.


Carrying this to the extreme, we now consider a desired 360 degree spherical image - for 
example from a survey or surveillance drone.  In particular, we expect on the order of 41,000 
square degrees of image data.  We wish to access, compress, process and transmit this in an 
expeditious manner.


We can incorporate the same principles previously discussed by assigning a pseudo-random 
sequence to pixels from this spherical domain.  This will eliminate redundancy, minimize 
transmission requirements and make the mapping function to the (multiple) camera sensors a 
constant that can be optimized for the application.
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The stochastic transmission concept allows the removal of arbitrary image boundary, 
alignment, scale and orientation restrictions.  Selecting a particular section of the spherical 
image for processing is simply a stage in the transformation / mapping pipeline.  Since such 
mapping pipelines may have parallel implementations it is likely that simultaneous processing 
of image subsets may occur over the interval of a single “spherical frame”.  Since all image 
sections receive stochastic pixels throughout the frame time there is no longer any preference 
for which image section should be processed first - thus making parallel pipelines more 
effective.


The complete elimination of raster-scan concepts (including pixel adjacency and raster 
endpoints) simplifies the adoption of novel or optimal processing concepts without 
unnecessary, artificial constraints.


A corollary of the ability to use a single, standardized pixel mapping pipeline for selection of 
image subsets is that it becomes possible to compensate for highly dynamic or unstable image 
sources.  Motion compensation and object tracking no longer require specialized hardware or 
suffer from the limitations of inertia in the camera system.  Additionally, simulating alt-azimuth 
camera mountings can eliminate field rotation issues as an inherent part of the image 
processing operation.


Image Synthesis 
Image synthesis processes are often constrained by processing power, time or transmission 
bandwidth.  These restrictions are exemplified by modern video games.  Performance 
specifications are usually given in terms of frame rate and the levels of resolution and rendering 
detail are directly coupled.


Stochastic methods may be applied and the resolution and image quality can vary throughout 
an image.  The rendering no longer needs to be confined to rectangular regions and it is no 
longer necessary to complete an entire frame as part of a synchronous process.


Failure to meet the speed requirements should no longer result in stutter or glitching.


Artifacts associated with stochastic methods should be generally imperceptible to the user.  


On the other hand, intentional effects such as bokeh or motion blur no longer need to be fully 
rendered at the source.  They can now be treated as the natural consequence of stochastic 
transmission and subsequent rendering for display by the user’s device. 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Summary 
The concepts behind raster-scan technology infest all aspects of modern image processing.


This legacy approach limits the usability of modern multimedia and machine vision systems.


The stochastic decimation approach overcomes the major drawbacks by selecting individual 
pixels using a pseudo-random sequence generated by a linear feedback shift register (LFSR).


Single bits from this randomized pixel address scheme are coupled with the full data value of 
the pixel.  The bit sequence forms a correlation pattern within the data file or transmission 
stream which is used to identify, synchronize and position the pixels at the receiver.


Multiple interleaved frames may be sent to convey different portions of a multi-media stream.


Data compression is accomplished by simple truncation of individual frames without the need 
to re-encode the data.


This technology has applications to scientific, legal, consumer and machine vision systems.
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Appendix A - Encoding 
Transmission and storage of images using stochastic ordering requires only three data 
structures.  

• Raw pixel data

• Single correlation bit per pixel for synchronization and stream identification

• Marker pixels providing metadata at beginning and end of each stream segment 


Pixels 
I have made no assumptions as to the size or encoding of the actual image pixels.  I refer to 
these as both “pixels” and “samples” to indicate that they could in fact refer to non-image data 
such as audio samples.


The only requirement is that it must be possible to recognize the boundary of each pixel. This 
might be done by brute force by using fixed-length pixels (for example, 32-bit words).  I make 
no requirement that pixels be of a fixed size, either within a stream segment or across streams.  
Some (unspecified) mechanism must only be able to locate the individual boundaries.


Correlation Bits 
One bit associated with each pixel is devoted to the PRN correlation pattern.  This applies a 
unique, recognizable pattern to consecutive pixels.  Phase locking this sequence to the known 
PRN pattern allows:

• Certainty of stream identification by matching only one of the many alternative PRN 

polynomials

• Synchronization within the PRN sequence to reveal actual pixel address within the image.


The discussion treats the correlation bits as physically adjacent to the pixel data.  
Implementation optimizations (perhaps relating to byte or word boundaries) could lead to 
grouping the correlation bits together after a block of pixel data.  Doing so would lead to 
revising the nature of the marker pixels, and are beyond the scope of this discussion.


Marker Pixels 
The only critical feature of the marker pixels is that the correlation bit be chosen such that it 
breaks the adjacent correlation pattern.  This ensures that the beginning and end of each 
stream segment is accurately recognized.


A secondary feature of marker pixels is that the (otherwise unused) pixel data may be used to 
contain arbitrary metadata.  Depending on the chosen number of bits, this may attempt to 
directly encode values such as frame dimensions of weighting-center coordinates.  A more 
likely choice would be to use the data as a lookup index to an agreed-upon table of many 
operational parameters.  In any case, the interpretation of this metadata is beyond the scope of 
this document.


A recommendation is that the metadata in the beginning and ending markers be identical.  A 
property of the system is that the correlation sequence can be recognized at any point in the 
middle of a stream segment and scanned both forward and backward to locate the ends.  This 
allows some degree of recovery of data from streams with data dropouts or abrupt termination.  
Stream segments with potential errors can be flagged as questionable due to the lack of 
matching markers.  


The correlation, identification and synchronization features ensure that this incomplete data, as 
usual, only results in a reduction in resolution of the output image.  
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Synchronous Transmission 
High performance communication channels typically use run-length-limited, synchronous bit 
streams.  Zero-bit insertion allows precision phase-locking of the sending and receiving bit 
clocks.  The recovered bit stream is then used as input to packet-based protocols with 
headers, limited-length packets and possibly forward-error-correction coding.


Image transmission using the stochastic approach described here eliminates the need for 
packetization and the associated transmission overhead.


Discovering one of the correlation patterns directly in the recovered synchronous bit stream 
can provide all necessary data identification and synchronization.  Restoration of stream and 
image synchronization can be achieved directly from the correlation bits after encountering 
noise or data dropouts.


This should be particularly effective when used for one-direction transmissions such as 
telemetry or multi-media streaming.  The overall effect will much more robust than the 
packetized approach.


Additional implementation details are beyond the scope of this paper.
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Appendix B - LFSR Properties 
The pseudo-random sequences used in the present document are generated by Linear 
Feedback Shift Registers (LFSR). Use of LFSRs allows computationally simple generation of 
sequences of pseudo-random integers that provide complete coverage of a specified range of 
values before repeating.


These random integers are used as pixel addresses to allow apparently random selection of 
pixels from an entire image frame.


A simple modification to the algorithm allows the PRN sequence to be generated in both the 
forward and reverse direction.


Polynomials 
The generating polynomial defines both the order of the generated sequence and the total 
range of the values.  Not all polynomials generate full-length sequences.  In order to be useful 
in this application only full-length polynomials are used.  Whether a particular polynomial is full-
length or not is determined empirically. (Interestingly enough, this is a Difficult mathematical 
problem, with no direct computational solution.)


A short list of full-length polynomials is provided to simplify the ability of a sender to choose 
appropriate PRN sequences for different image sizes and to allow multiple simultaneous 
streams to use different polynomials.


Generation 
Given a polynomial value poly, any integer p from the PRN sequence can be used to compute 
the next integer in the sequence using a formula similar to this:


if (p & 1) p = (p>>1) ^ poly; else p = p >> 1; 

To be technically accurate, one must be aware that a LFSR generates values in the range 
[1..poly] (i.e. zero is excluded) so due care must be exercised in the actual implementation.


The PRN values are intended for use as address of pixels in an image.  The image may have 
arbitrary dimensions (width and height).  A conversion function is needed to convert the PRN 
integer to (x, y) coordinates, perhaps similar to this:


x = p % width; y = trunc(p / height); 

The number of unique integers generated by the PRN sequence will invariably be greater than 
the number of pixels in the image.  It is necessary to discard the “out of bounds” addresses 
using a (potentially repetitive) conditional thus:


while (p >= (width*height)) get the next PRN value

It is good practice to choose a generating polynomial only slightly larger than the image size 
(width*height) in order to minimize the generation of immediately-discarded addresses.


Image Trimming 
It is necessary to limit the full range of LFSR-generated pixel addresses to those within the 
bounds of the actual image.
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Using the same principles it is reasonable to alter the meaning of the concept of an image 
boundary.  Traditional rectangular images may reasonably be replaced by polygonal or oval-
shaped images.  This may directly result in significant reduction in bandwidth requirements 
with minimal loss of usability in particular applications.  


Selection of center and dimensions may be chosen to provide any desired sub-image.  Doing 
pixel-selection at this stage is a one-pass solution that can replace traditional processing 
delays.  Legacy rectangular systems will typically subset the image first, then encode the 
smaller image as a second pass.


Weighted Generation 
I discussed the idea of altering the PRN sequence in order to bias the addresses toward the 
center of the image.  Here is an example of a simple function to achieve the weighting effect 
using consecutive pairs of PRN values:


c = weighting center of the image
q = get the next PRN value
r = get the next PRN value 

if (dist(c,q) < dist(c,r)) v = q; else v = r;

This example creates a sequence of v values that represent a weighted version of a PRN.  The 
principle is to simply choose one address out of each pair that is closest to the (arbitrarily 
selected) center.  Key is the fact that there is no arbitrary exclusion distance.  It is possible for 
any pixel from the image to be included in the output - it just becomes less likely if it is far from 
the center.


Weighted sequences will have their own unique correlation patterns.  The use of weighted 
sequences must use parameters previously agreed upon by the sender and receiver. 


Lookup 
At the start of each image segment the receiver must find the correlation bit pattern that 
identifies the PRN sequence and the offset within that sequence.  An exhaustive search would 
be computationally intensive and unnecessary.  


In order to expedite the correlation process a pre-computed table of offsets is prepared.  This 
list of offsets include all occurrences of a particular short bit pattern BPn.  The receiver 
searched through the incoming correlation sequence until an occurrence of BPn is found. Then 
the list of offsets in the PRN sequence is tried, looking for one which can be accurately used to 
generate the incoming bit stream.  The PRN sequence is run backwards to the starting marker 
of the stream segment, thus establishing the actual pixel address of the start of the stream 
segment, and, in the process, verifying that the correlation is accurate.


Minimum Segment Length 
The process of table-based rapid location of correlation offsets requires that the incoming 
stream contain the BPn pattern of n bits.  The larger the number of bits, the smaller the number 
of possible offsets in the PRN sequence, but the less likely that it will occur near the start of a 
segment.  The smaller the number of bits in BPn the more likely is its occurrence and the larger 
the offset table.


The choice of BPn represents a tradeoff among offset table size, correlator speed and minimum 
segment length.  The minimum segment is the longest distance between BPn offsets in the 
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PRN sequence, since this is the segment size required to guarantee that a correlation will be 
found by the receiver.
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Appendix C - Examples 
Here are a few example images generated by a reference application.  Images stored or 
transmitted by stochastic means will be post-processed for display or analysis at the receiving 
end.  The sparse raw data (that is the heart of this paper) will never be actually displayed.  


The presence of undefined pixel values is similar to the effect of drawing on and using colored 
markers of a transparent glass marker board.  Human beings can deal with the “colored lines 
floating in space”, but it is generally impossible to recreate the effect in a photograph, on a 
computer screen, or printed page.  


Therefore, I apply a post-processing step here to make these examples convey the idea of 
stochastic data transfer, but not its purity of essence.


Stochastic Fill 
A sparse display of individual pixels lose their intensity and color information when, of 
necessity, diluted by the prevalent background.  In order to overcome this effect I use a pixel-
fill approach to duplicate adjacent pixels and magnify their properties.


Step 1: 	 Receive the stochastic image and place the pixels as designed.


Step 2: 	 Continue the stochastic address pattern, which will select undefined pixels.  

	 	 Look for a previously received adjacent pixel, if any.

	 	 Copy the pixel value.


Repeat Step 2 as desired to supply values to remaining undefined pixels.


The effect will be to achieve a desired level of accurate color and intensity which minimizes the 
diluting effect of the media background.  This is purely a stochastic pixel-duplication process 
with no filters applied and absolutely NO FLOATING POINT operations.


This is not a replacement for image recovery and enhancement algorithms.  It is intended only 
to allow visualization of the input values to those algorithms.


Test Program


The example images included here were generated by a test program that can be found at:


	 https://bkmcm.com/ImageTransmission/


The program allows adjusting the various parameters discussed here.


There are several test images included, and the user can Drag and Drop their own images. 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Dimorphos Examples 
On September 26, 2022, the DART spacecraft took a series of pictures of the asteroid 
Dimorphos prior to its impact.  The final image was truncated due to the destruction of the 
spacecraft.  This set of example images show example results using different image 
transmission techniques.  On the left is the final complete image from DART which is used as 
input for the examples.  The three examples show the results of transmitting a hypothetical 
25% of the image before impact.  Compare the amount of visual data conveyed in each case.


The only post-processing done on the right image is to apply the pixel-duplication described 
as Stochastic Fill in order to make this document convey the correct contrast against the white 
background corresponding to the actual data.  
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Sunflower Examples 
The sunflower images are shown here with no post-processing at all.  The contrast against the 
white background is sufficient for the raw data to give a reasonable impression of the data.


 




For completeness, this last set of examples apply the Stochastic Fill to the center bias images.
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Glossary 
addresses - integers that represent sample locations or pixel coordinates.


cache - a limited amount of extremely fast random-access memory used as a intermediate 
buffer between a processor and a large main memory.


correlation - selecting an unambiguous offset within the sequence of pseudo-random integers 
generated by a LFSR.


decimation - signal processing term for reducing the dimensions and storage requirements of 
an image by dropping pixels in a regular pattern.  Compare stochastic decimation.


LFSR - Linear Feedback Shift Register. Used to generate pseudo-random sequences of 
integers used for addresses and correlation.  Defined by a polynomial.


marker - a data element resembling a pixel, but with the correlation bit chosen to break the 
correlation sequence of the segment. Used to establish the bounds of a segment.  May contain 
metadata regarding the segment.


metadata - a data element that conveys information to the receiver such as the dimensions of 
the image.


pixel - set of bits used to represent the binary value of a single element of an image. Every 
pixel will have cartesian coordinates (addresses) within the image which are derived by the 
techniques presented here


polynomial - integer that defines a unique sequence generated by a LFSR, and the range of 
values that may occur.  Legal polynomial values are carefully selected to ensure that every 
value in the range occurs exactly once before the sequence repeats.


PRN - pseudo-random number.  Sequence of integers that meet certain tests of randomness 
but which are generated by repeatable means.  Frequently generated by an LFSR.


sample - equivalent to pixel, but used to indicate that the data need not be associated with an 
image (for example audio streams).


segment - a portion of an image.  Pixels whose addresses are selected by a sequential set of 
PRN values. Bounded by marker pixels.


stochastic decimation - reducing the transmission or storage requirements of an image by 
dropping pixels in a pseudo-random pattern. Retains the image dimensions.  Compare 
decimation.


undefined - a possible value for a pixel.  Indicates that an actual value has not been received 
and that no assumption about the value should be made by the processing algorithm.  Allows 
processing of incomplete images.  


weighting - an algorithmic modification of a PRN sequence to more rapidly convey meaning to 
regions of an image.
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